
Machine Learning for Finance 

 

Overview  

This is a two part course that will cover an introduction to machine learning and data analytics 

techniques used in the financial industry. The first two and a half hour session will guide the 

participants through the process of loading data into a python notebook and then using 

statistical, visualization, and clustering techniques to help make sense of the provided 

dataset.  

The second session will then focus on building supervised machine learning models to further 

identify and explain patterns in the data and then extrapolate these findings to future 

scenarios.  

This course will not go into algorithmic trading, but will instead focus on techniques and best 

practices when exploring and making sense of new datasets. By the end of the course you 

should know how to identify clients that have similar portfolios, identify anomalies in 

timeseries data, and build a model to simulate human decisions.  

The course will also help familiarize you with techniques to prepare your data, to identify 

missing values and how to handle them as well as how to make use of visualization 

techniques to gain further insights. 

 

Overview  

This course will give one homework assignment at the end of Session 1 that will focus on 

solidifying the skills discussed in class. There will also be a small final project given at the end 

of Session 2 to put everything you have learned into practice. 

 

Prerequisites  

Basic Python (but will be covered quickly during the first class) 

 

 

 



Syllabus 

Session 1: Preparing an ML Dataset  

 Loading data from files (csv, text, Excel, …) into python using pandas 

 Creating histograms and scatter plots to familiarize yourself with a 
dataset 

 Cleaning data: Identifying outliers and working with missing data 

 Visualizing time series data and identifying anomalies 

 

Session 2: Machine Learning Techniques  

 Identifying informative features (feature selection) 

 Using clustering techniques to visualize groupings of data points. 

 Building a decision tree to create an interpretable model. 

 Introduction to linear regression 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



About Your Instructor 

Yuri Malitsky has been working as a quant in the financial sector for the last five years, 

focusing on developing automation techniques to assist traders in their decision making 

processes. Prior to this he has also worked for IBM Research helping to develop techniques 

to automate the machine learning pipeline, allowing users to provide a dataset and let the 

computer apply best practices to identify the most appropriate techniques to build a predictive 

model. He holds a Computer Science Bachelor’s degree from Cornell University and a PhD 

from Brown University. 

 

 

Content 

 All communication and content will be provided via email 

 All lectures will be hosted on Zoom but will also be recorded and placed on ScriptUni; 

you’ll have one year access to the online material 

 Homeworks and projects will be assigned via email but placed on the site as well. They 

should all be submitted directly to your instructor via email. 


